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CPU + GPU Co-Processing
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GigaThread™
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| GigaThread™ |

CPU

PCI Bus

1. Copy input data from CPU memory to GPU
memory

2. Load GPU program and execute,
caching data on board/chip for performance
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Processing Flow S,%A

GigaThread™

PCI Bus

1. Copy input data from CPU memory to GPU

memory e
2. Load GPU program and execute, L2

.
caching data on chip for performance : :

3. Copy results from GPU memory to CPU !: :|
memaory DRAM
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CUDA Parallel Computing Architecture <3
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)

CUDA defines:
® Programming model
® Memory model
* Execution model

L))

CUDA uses the GPU for general-purpose computing
* Facilitate heterogeneous computing: CPU + GPU

)

CUDA is scalable
# Scaleto run on 100s of cores/1000s of parallel threads
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CUDA Kernels <3
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¢ Parallel portion of application: execute as a kernel with many
threads

* CUDA threads:

Lightweight

Fast switching

1000s execute simultaneously

»

»

D)

CPU Host Executes functions
GPU Device Executes kernels
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CUDA Kernels: Parallel Threads <3

® A kernel is a function executed

on the GPU BEEETEES

* Array of threads, in parallel

float x = input[threadID];
¢ All threads execute the same float y = func(x);

code, can take different paths output{threadID] = y;

® Each thread has an ID | .
® Select input/output data NN N\
® Control decisions E
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CUDA Kernels: Subdivide into Blocks <3
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CUDA Kernels: Subdivide into Blocks <3
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® Threads are grouped into blocks
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CUDA Kernels: Subdivide into Blocks N>
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® Threads are grouped into blocks
¢ Blocks are grouped into a grid
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CUDA Kernels: Subdivide into Blocks N>
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® Threads are grouped into blocks

¢ Blocks are grouped into a grid
® A kernel is executed as a grid of blocks of threads
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CUDA Kernels: Subdivide into Blocks

® Threads are grouped into blocks
¢ Blocks are grouped into a grid
® A kernel is executed as a grid of blocks of threads

© NVIDIA Corporation 2009

sE P

<3

NVIDIA



Communication Within a Block <3
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)

Threads may need to cooperate
e Memory acCesses
® Share results

® Cooperate using shared memory
® Accessible by all threads within a block

*Restriction to Aawithin a blocko p
* Fast communication between N threads is not feasible when N large
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Blocks must be independent >
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)

Any possible interleaving of blocks should be valid
® presumed to run to completion without pre-emption
® canrunin any order
# can run concurrently OR sequentially

-

Blocks may coordinate but not synchronize
® shared queue pointer: OK
* shared lock: € can easily deadl ock

Ch

Independence requirement gives scalability
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parent Scalability 1T G84
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Transparent Scalability i G80 >
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Transparent Scalability i GT200 >
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CUDA Programming Model - Summary N>

Host Device
* A kernel executes as a grid of

thread blocks

Kernel 1

® A block is a batch of threads

® Communicate through shared
memory

Kernel 2

® Each block has a block ID

¢ Each thread has athread ID

© NVIDIA Corporation 2009



>

NVIDIA.

CUDA

MEMORY MODEL

© NVIDIA Corporation 2009



Memory hierarchy N>
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® Thread:
® Registers



Memory hierarchy <3
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® Thread: /
® Registers \

® Thread: |
* Local memory /

N
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Memory hierarchy <3
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® Thread: /
® Registers \

* Thread: |

* Local memory /

\\
® Block of threads:

+ i mamery 1T 111
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Memory hierarchy S:ZD.A

® Thread:
® Registers

® Thread:
* Local memory

* Block of threads:
¢ Shared memory
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Memory hierarchy <3

® Thread:
® Registers

® Thread:
* Local memory

* Block of threads:
¢ Shared memory

* All blocks:

e _
Shared
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Memory hierarchy <3

® Thread:
® Registers

® Thread:
* Local memory

* Block of threads:
¢ Shared memory

* All blocks:
¢ Global memory
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